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a b s t r a c t

This paper presents a multimodal system for reliable human identity recognition under

variant conditions. Our system fuses the recognition of face and speech with a general

probabilistic framework. For face recognition, we propose a new spectral learning

algorithm, which considers not only the discriminative relations among the training

data but also the generative models for each class. Due to the tedious cost of face

labeling in practice, our spectral face learning utilizes a semi-supervised strategy. That

is, only a small number of labeled faces are used in our training step, and the labels are

optimally propagated to other unlabeled training faces. Besides requiring much less

labeled data, our algorithm also enables a natural way to explicitly train an outlier

model that approximately represents unauthorized faces. To boost the robustness of our

system for human recognition under various environments, our face recognition is

further complemented by a speaker identification agent. Specifically, this agent models

the statistical variations of fixed-phrase speech using speaker-dependent word hidden

Markov models. Experiments on benchmark databases validate the effectiveness of our

face recognition and speaker identification agents, and demonstrate that the recognition

accuracy can be apparently improved by integrating these two independent biometric

sources together.

& 2009 Elsevier Ltd. All rights reserved.
1. Introduction

Biometric recognition greatly helps identifying, searching
and organizing human identities, and plays an important
role in many security applications. Since recent decades,
face recognition has become one of the most important
topic in biometric recognition [1–8]. Although face recogni-
tion has been widely studied, face-based identity recogni-
tion is still a very challenging problem, since face photos
may be captured under very different conditions, e.g., facial
expressions, orientations or different lighting conditions.
Previous face recognition methods address these problems
ll rights reserved.
separately [5,8–11] and are not reliable enough under
variant environments.

In this paper, we present a multimodal system for
reliable human identity recognition. Our work is motivated
by the success of large vocabulary continuous audio-visual
speech recognition [12–14]. Based on a general fusion
scheme, our system integrates face recognition with fixed-
phrase speaker identification. We show that these two
independent biometric sources may complement each
other, thus leading to an apparently higher identity
recognition accuracy rate under variant conditions. This is
mainly due to the very different fashions that the environ-
ment influences these two biometric sources. For instance,
ambient lighting conditions or facial orientations may have
little influence on the speaker’s voice; and the environ-
mental audio noises can barely affect the facial appearance

www.sciencedirect.com/science/journal/yjvlc
www.elsevier.com/locate/jvlc
dx.doi.org/10.1016/j.jvlc.2009.01.009
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Fig. 1. Overview of our audio-visual human identity recognition system.
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either. Therefore, properly fusing face recognition and
speaker identification may apparently improve the accuracy
of human identity recognition.

As shown in Fig. 1, our system consists of three major
components:
(1)
 face recognition agent;

(2)
 speaker identification agent; and

(3)
 adaptive decision fusion module.
The paper is orgainzed as follows. After a brief review
of related work in Section 2, we first introduce the
probabilistic fusion module in Section 3, which integrates
the face and speaker recognition at the decision level.
Specifically, our decision fusion module integrates the
classification results of two independent agents according
to the classification reliability of each class. In Section 4,
we propose a novel semi-supervised spectral learning
algorithm for face recognition. We consider not only
discriminative relations among the training faces but also
the generative models for each class. To reduce the
labeling cost in practice, our spectral face learning utilizes
a semi-supervised strategy. We use only a small number
of labeled faces in the training step, and optimally
propagate the labels to other training faces via spectral
labeling. Through this way, our method provides a natural
way to explicitly train an outlier model that approxi-
mately represents unauthorized faces, which is very
important for real-world recognition applications. Section
5 elaborates our speaker identification agent that uses
speaker-dependent word hidden Markov models (HMMs)
to formulate the statistical variations of fixed-phrase
speech, thus providing an effective complementarity
to the face recognition under variant environments. In
Section 6, we demonstrate the performance of our system
on benchmark databases. We finally conclude our work in
Section 7.

2. Related work

2.1. Face recognition

In the last few decades, many face recognition methods
have been studied [1–11]. Eigenface [1] and Fisherface [4]
may be two of the most well-known face recognition
methods. Based on principle component analysis (PCA),
the Eigenface model projects face images into the
subspaces of maximal variances, and aims at preserving
the Euclidean distance between faces. In contrast, Fisher-
face is based on linear discriminative analysis (LDA).
Unlike PCA, LDA is supervised and can be used to find an
optimal linear subspace for discrimination.

Recently, many researchers have realized that subspace
learning is a general methodology for face recognition
[9,15–18]. These methods focus on estimating the geome-
trical and topological properties of subspaces from
scattered data. Some successful methods along this
direction include marginal Fisher analysis (MFA) [15],
locality preserving projection (LPP) [18] and neighborhood
preserving embedding (NPE) [19]. Despite the differences
of these methods, they can be nicely unified to the general
graph embedding framework [15,17], and are highly
related to the spectral methods in machine learning
[20–22].

Spectral methods use information contained in the
eigenvectors of data affinity matrix (i.e., item-to-item
similarity matrix) to detect the intrinsic structure. Besides
dimensionality reduction in face recognition [15,23],
spectral methods are also used in many other tasks in
machine learning, such as image segmentation [21,22,24]
and data clustering [25]. Recently, Kamvar et al. extended
spectral methods from unsupervised learning to super-
vised learning, and successfully applied to text classifi-
cation [26]. In this paper, we further improve the
discriminative spectral learning by adding generative
models, which explicitly interpret the manifold of each
class for face recognition.
2.2. Speaker identification

Besides face recognition, speaker recognition is a also a
compelling technique to verify human identity. Human
speech is a natural biometric signal to produce which is
not considered threatening by users [27]. In many real-
word applications such as telephony transactions, speech
may be the main or even only modality that can be
adopted for identification or verification purpose. With
telephone networks (fixed-line and mobile) and cheap
sound recording equipments (microphones and sound
cards) being readily available, human recognition via
speech becomes a low cost and pervasive biometric
solution.

The speaker recognition literature has a long and
rich scientific basis with over three decades of research
and development. Speaker recognition systems can be
classified into text-dependent and text-independent [27].
Particularly, text-dependent systems usually ask coopera-
tive users to speak fixed digits string as pass-codes (fixed-
phrase-based) or repeating prompted phrases from a
small lexicon (prompt-phrase-based). In text-independent
systems, the speech used for testing is unconstrained.
These systems are flexible and convenient for applications
where we cannot control the input. However, text-
independence has been found to give less performance
than text-dependence for speaker recognition [28].
Like other classification tasks, popular classifiers such
as HMMs [29], Gaussian mixture models (GMMs) [12],
neural networks (NNs) and support vector machines
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(SVMs) [13] are usually used in the statistical speaker
modeling and recognition tasks [27]. In our system,
we use speaker-dependent word HMMs to model fixed-
phrase speech of speakers, and formulate the recognition
as a maximum likelihood estimation.

3. Decision fusion framework

To achieve a reliable human recognition, our system
considers two modalities, i.e., face and speech. Let of and
os denote an observation of human face and speech. If we
assume a GMM for each class, the audio and visual
observation emission probability is

PðomjYm;k
Þ ¼

XN

i¼1

om;k
i Nðom;mm;k

i ;Sm;k
i Þ, (1)

where k 2 f1; . . . ;Kg, K is the number of classes, om is
the observation of modality m ðm 2 ff ; sgÞ, Ym;k

¼

fmm;k
i ;Sm;k

i g
N
i¼1 represent the parameters of the kth class

of two modalities, respectively, mm;k
i and Sm;k

i represent
the mean and covariance matrix of the ith Gaussian of the
class k for modality m.1

Furthermore, in practice, it is reasonable to assume
independence of face and speaker model, we can define
the joint probability Pðof ;osjYf ;k;Ys;k

Þ of class k as the
following exponential mixture:

Pðof ;osjYf ;k;Ys;k
Þ ¼ Pðof jYf ;k

Þ
lf

� PðosjYs;k
Þ
ls

, (2)

where lf and ls are reliability variables that reflect the
confidence of classifier for each modality. From (2), the
classification score of class k is defined as

Rðof ;osjYf ;k;Ys;k
Þ ¼ � log Pðof ;osjYf ;k;Ys;k

Þ

¼ lf
� Rðof jYf ;k

Þ

þ ls
� RðosjYs;k

Þ, (3)

where Rðof ;osjYf ;k;Ys;k
Þ denotes the general classification

scores for class k, Rðof jYf ;k
Þ ¼ � log Pðof jYf ;k

Þ and
RðosjYs;k

Þ ¼ � log PðosjYs;k
Þ are the classification scores

of class k for face and speech modality, respectively.
Moreover, for the purpose of normalization, we usually
assume lf

þ ls
¼ 1.

Based on (2) and (3), we define our decision fusion
model for face–speaker identity recognition as follows.
For an audio-visual observation pair ðof ;osÞ, let Rðof ;osÞ ¼

flf
� Rf

kðo
f Þ þ ls

� Rs
kðo

sÞgKk¼1 be the vector of classification
scores for the K authorized classes, the parameters of
which are independently trained for each modality. From
(3), it is clear that Rf

kðo
f Þ ¼ Rðof jYf ;k

Þ and Rs
kðo

sÞ ¼

RðosjYs;k
Þ for class k, and that the general classification

is a linear composition of the outputs of two independent
classifiers for face and speaker recognition. Accordingly,
we make the final classification by choosing the best
composite score in Rðof ;osÞ that takes account of the
reliability of both modalities.

To achieve the best recognition performance, we need
to properly choose the reliability variables lf and ls.
1 Note that our fusion framework is not restricted to GMM model

and can be easily applied to other data distributions.
A reasonable solution is to empirically set reliability
variables based on the performance of classifiers. Give a
testing audio-visual pair ðof ;osÞ, lf and ls are adaptively
determined by the classifier dispersion of each modality. In
[30], the classifier dispersion of each modality is defined
as the variance of the classifier outputs

Df
ðof Þ ¼

1

K � 1

XK

k¼1

ðRf
kðo

f Þ � mÞ2 (4)

and

Ds
ðosÞ ¼

1

K � 1

XK

k¼1

ðRs
kðo

sÞ � mÞ2, (5)

where Rf
kðo

f Þ and Rs
kðo

sÞ are the kth outputs of two
classifiers, and m is the mean of all outputs, K is the
number of classes. Dispersion is a reasonable measurement
of classifier confidence [30]. Lucey [13] have theoretically
proven that dispersion approximately reflects the cepstral
shrinkage effect induced by additive noise. Larger disper-
sion implies higher confidence of the trained classifier. As a
result, we are able to adaptively adjust the reliability
variables lf and ls for a testing sample ðof ;osÞ by

lf
ðof Þ ¼

Df
ðof Þ

Df
ðof Þ þDs

ðosÞ
(6)

and

ls
ðosÞ ¼

Ds
ðosÞ

Df
ðof Þ þDs

ðosÞ
. (7)

4. Face recognition agent

In this section, we elaborate the face recognition agent
in our system in detail. Fig. 2 shows the general process
of our face recognition. Unlike traditional methods, we
present semi-supervised spectral learning in our system.
As a result, only a small number of labeled faces are
required in our training process. Since our spectral
learning scheme integrates generative models of each
class into the discriminative spectral framework, our
method not only considers the discriminative structures
among the training data, but also interprets the manifold
of each class explicitly. This may apparently improve the
performance of spectral methods, especially in terms
Fig. 2. Face recognition using semi-supervised spectral learning.
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of capturing long range weak boundaries of manifolds in
high-dimension feature space. Additionally, the semi-
supervised strategy used in our face recognition also
enables a natural way to explicitly train an outlier model
that approximately represents unauthorized faces, thus
making our system more effective in verifying unauthor-
ized people in real-world applications.

4.1. Spectral clustering and probabilistic interpretation

Based on spectral graph theory [20], spectral methods
utilize the information contained in the eigenvector of
data affinity matrix to detect the intrinsic structure. In the
recent years, spectral clustering has become one of the
most popular methods in clustering and learning [25,26],
and has been widely used in image segmentation [21,22],
text recognition [26], etc. Readers can find a detailed
tutorial on spectral clustering in [31].

Given a set of data points X ¼ ½x1; . . . ;xH� and a proper
similarity measurement aijX0, the affinity matrix A ¼
faijg

H
i;j¼1 is defined as the matrix of item-to-item similarity.

Spectral clustering derives the optimal clustering using
the following process:
Step

1.
Table 1
Normali

Algorith

Unnorm

[32]

Normali

[21,22]

Normali

(NJW) [

Normali

(Fiedler
Derive the degree matrix D ¼ fdijg
H
i;j¼1 from A with

dii ¼
P

jaij and dij ¼ 0 if iaj.

Step

2.
Calculate normalized matrix N from D using a
method listed in Table 1.
Step

3.
Obtain the K largest eigenvectors y1; . . . ; yK of
normalized matrix N, and form the matrix
Y ¼ ½y1; . . . ; yK �.
Step

4.
Normalize the rows of Y.
Step

5.
Treat the ith row of Y as a spectral representation of
the ith point xi; cluster spectral representations
into K clusters using K-means.
Although early spectral clustering methods were
developed from the aspect of clustering cost minimization
[21,32], researchers have re-explained spectral clustering
from other viewpoints, e.g., random walks [22]. Recently,
Kamvar et al. provided a probabilistic explanation, named
interested reader model, for spectral methods [26]. The
interested reader model treats the data points X as
a collection of documents. Let us assume a reader who
starts from some document of interest and continues to
read successive documents according to similar interests
principle. That is, the reader prefers choosing next docu-
zation used in spectral clustering.

m Normalization

alized clustering N ¼ A

zed cut (NCut) N ¼ D�1A

zed clustering

25]
N ¼ D�1=2AD�1=2

zed clustering

) [33,26]
N ¼ ðAþ dmaxI� DÞ=dmax , where dmax is the

maximal rowsum of A
ment that has similar topic with the current one. Hence,
the reader’s choice of documents defines a Markov chain
among all documents in collection. If there exist K distinct
topics, which corresponds to the clusters in the data points
X, the reader Markov chain is composed of K cliques
that have high intra-clique transition probabilities, and
low inter-clique transition probabilities. Specifically, the
normalized matrix N corresponds to the reader Markov
transition probabilities. Therefore, all spectral methods
listed in Table 1 are unified into a general probabilistic
framework. The major difference between existing spectral
methods lies in the particular definition of N.

4.2. Semi-supervised spectral learning for face recognition

Since spectral methods explore the affinity matrix A,
which records the pairwise similarities between the data
points, most spectral clustering methods can be categor-
ized to discriminative models [24].

In general, discriminative methods are usually quite
fast and effective for many applications. However, the lack
of prior knowledge of the data makes them difficult in
handling long but weak boundaries of class manifolds
[34]. To overcome this problem, we integrate discrimina-
tive spectral methods with class generative priors that
explicitly models the class manifold in high-dimension
feature space. Note that our discriminative-generative
spectral algorithm is applicable to both supervised
learning and unsupervised clustering. In this paper, our
algorithm is applied to semi-supervised face recognition.

As shown in Fig. 2, our spectral face recognition agent
contains two parts: (1) iterative spectral training and (2)
spectral classification. In the training process, given the
training dataset of ¼ ½f1; . . . ; fH�, we want to train K þ 1
face models fYf ;k

gKk¼0, including K authorized face models
fYf ;k
gKk¼1 and one outlier class Yf ;0 for unauthorized faces.

Note that H is the number of training samples. Fig. 3
shows an example of our training dataset for face
recognition. Note that for each authorized people, we
use only four labeled samples. Our algorithm automati-
cally propagates these labels to unlabeled training
samples, including both authorized and unauthorized
individuals. In classification process, for a testing face
image of , we compute the classification scores Rf

kðo
f Þ for

each class k (recalling (3)).
In Sections 4.2.1 and 4.2.2, we present our training and

classification processes in detail. For the purpose of clarity,
we first do not consider outlier class, and particularly
discuss how to handle the outlier class in Section 4.2.3.

4.2.1. Iterative spectral training

Algorithm 1 gives an overall illustration of our spectral
training process for semi-supervised face recognition.
Note that it is an iterative process. Given the partially
labeled training dataset of ¼ ½f1; . . . ; fH�, we first derive a
generative model Yf ;k for each class k using only truly
labeled samples. In practice, we can use both Gaussian
mixture models (GMMs) or nonparametric models [24,35].
In our experiments, we use GMMs. That is, we derive N

Gaussians for each class k.
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Fig. 3. ORL database [3] used in our face recognition experiment. Red box indicates the training dataset, including eight authorized individuals with eight

samples for each person (four labeled samples and four unlabeled samples) and four unauthorized individuals with four unlabeled samples for each

people. Green dashed box denotes the testing data (two testing samples for the eight authorized people and six samples for four unauthorized people).

(For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)
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Algorithm 1. Iterative spectral training algorithm.
Input: Training dataset of ¼ ½f1; . . . ; fH �, the number of classes K.

Output: K face models fYf ;k;n
gk2½1;K�;n2½1;N� .

According to human labeling in of , pre-estimate face models fYf ;k;n
g;

while not converged do:
1.
 Compute affinity matrix A for unlabeled samples and current fYf ;k;n
g;
2.
 For two Gaussians u and v of classess p and q, set auv ¼ avu ¼ 1 if p ¼ q

else auv ¼ avu ¼ 0; set aij ¼ aji ¼ expð�kf i � fjk2=2s2Þ for unlabeled

samples i and j; setain ¼ ani ¼ Lðf ijY
f ;k;n
Þ for sample i and the nth

Gaussian model of class k;
3.
 Determine optimal partition of A using standard spectral clustering;
4.
 According to current labeling, re-estimate face models fYf ;k
gKk¼1;

end
Then, we are able to construct the affinity matrix A for
f ;k;n
all unlabeled samples and current face models fY gk2

½1;K�;n 2 ½1;N�. Specifically, for two unlabeled samples i

and j, their similarity is defined as aij ¼ aji ¼ expð�kf i�
f jk2=2s2Þ. In a similar way, we can also define the similarity
between unlabeled sample i with the nth Gaussian model
Yf ;k;n for class k as Lðf ijY

f ;k;n
Þ, where Lðf ijY

f ;k;n
Þ denotes the

likelihood of sample i under model Yf ;k;n. More importantly,
for two Gaussian models u and v of classess p and q, we set
auv ¼ avu ¼ 1 if p ¼ q, otherwise auv ¼ avu ¼ 0. This im-
poses supervision information into the spectral framework
[26]. With the composite affinity matrix A, we can derive an
optimal propagation of labels to unlabeled samples using
standard spectral clustering. Therefore, we can further
update the face models fYf ;k;n

gk2½1;K�;n2½1;N� according to
current labeling. Clearly, this leads to an iterative process.
Through our experiments, we found that this process
always converges after several iterations.

4.2.2. Spectral classification

For a testing face image of , in classification process, we
compute the scores Rf

kðo
f Þ for each class k using Algorithm

2. Note that the classification scores are obtained as the
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Euclidean distance between testing face and the trained
face models in the spectral space. Specifically, for N

Gaussian models of class k, we use the nearest neighbor
criterion to determine the classification score.

Algorithm 2. Spectral classification algorithm.
Input: Testing face image of , trained face models fYf ;k;n
gk2½1;K�;n2½1;N�.

Output: Classification score Rf
kðo

f Þ for each class k.
1.
 Compute affinity matrix A for testing face and trained face models

fYf ;k;n
g;
2.
 For two Gaussians u and v of classess p and q, set auv ¼ avu ¼ 1 if p ¼ q

else auv ¼ avu ¼ 0; for testing face i and the nth Gaussian model of

class k, set ain ¼ ani ¼ Lðf ijY
f ;k;n
Þ;
3.
 Obtain the K largest eigenvectors Y ¼ ½y1; . . . ;yK � of normalized matrix

N derived from A; normalize the rows of Y;
4.
2 http://www.cl.cam.ac.uk/research/dtg/attarchive/facedatabase.html
3 http://www.ri.cmu.edu/projects/project_418.html
Set Rf
kðo

f Þ ¼minN
n¼1kYi� � Ykn�

k2,where Yi� is the ith row of Y

corresponding to testing face image, and Ykn�
is the knth row of Y

corresponding to the nth Gaussian model of class k;

4.2.3. Outlier class

In real-world applications, an identity recognition
system can never be adequately trained to identify
all individuals. Therefore, it is very important to train an
outlier class that roughly represents unauthorized faces.
Fortunately, our iterative spectral training algorithm can
easily achieve this target. Recalling Algorithm 1, we need
to only add some unauthorized faces in the training
dataset and train K þ U classes, where K is the number
of authorized faces and U denotes the possible number
of unauthorized face models. In our experiments, we find
that U ¼ 1 works well in a relatively small groups. The
system will be more sensitive to unauthorized people if
setting larger U in the training process.

5. Speaker identification agent

To boost the reliability of identity recognition under
variant conditions, our system uses speaker identification
as a complement to the face recognition. We adapt a fixed-
phrase speaker identification agent for this purpose. The
agent is based on HMMs [29], which models the statistical
variations of speech in both spectral domain and temporal
domain.

In particular, we use word HMMs based on a simple
lexicon and limited training data. Each speaker is modeled
by a set of L speaker-dependent word HMMs, denoted by
Skl (k ¼ 1; . . . ;K and l ¼ 1; . . . ; L), where K is the number of
speakers, and L the number of lexicon words. For instance,
in the benchmark XM2VTSDB database, K ¼ 292 and
L ¼ 11. Additionally, we also train a set of background

HMM word models Bl ðl ¼ 1; . . . ; LÞ, to represent the
speech of an average person. The background model set
captures the speech variation over all speakers in the
database. Due to the relatively small size of the lexicon
and the requirement for separate speaker-dependent digit
HMMs, all speaker-dependent HMM digit models are
trained by bootstrapping. Specifically, we initialize our
training with speaker-independent or background digit
HMMs, which may prevent the variances in each model
from becoming too small and allow each model training to
converge to sensible values for the task of fixed-phase
speaker identification.

For a speech utterance observation os, we test
it against all K speakers. The speaker who gives the
maximum score is chosen as the identified speaker.
Therefore, to score an observation os against speaker k,
we calculate L separate scores fPðos

l jSklÞg
L
l¼1, where os ¼

½os
1; . . . ;o

s
L� and L is the number of words in the utterance.

We further normalize the L separate scores with respect to
the frame length of each word Fl. Then, the overall score
for the utterance is obtained as the weighted sum of the
separate word scores

logðPðosjSkÞÞ ¼
1

L

XL

l¼1

1

Fl
logðPðos

l jSklÞÞ, (8)

where Pðos
l jSklÞ is the likelihood of word observation os

l

given the speaker-dependent word model Skl. At the same
time, observation os is also scored against the background
HMMs to give an additional background score

logðPðosjBÞÞ ¼
1

L

XL

l¼1

1

Fl
logðPðos

l jBlÞÞ. (9)

From (8) and (9), we define the similarity measure as

Rs
kðo

sÞ ¼ log
PðosjSkÞ

PðosjBÞ

� �
, (10)

which gives an overall likelihood measure that speaker k

produces the utterance observation os.

6. Experimental results

This section shows the experimental results of our
system for human identity recognition on three publicly
available benchmark databases.

6.1. Face recognition results

We tested our face recognition agent on ORL2 and CMU
PIE databases.3 Specifically, the ORL database contains
40 distinct individuals with 10 different face images.
We randomly chose 4 groups of 12 subjects in our first
experiment, one group of which is shown in Fig. 3. Our
semi-supervised spectral learning scheme used only four
labeled samples and four unlabeled samples of each class
in the training process. We trained eight individuals as
authorized people and four individual as unauthorized
people. We compared our algorithm with LDA that was
trained using eight labeled samples for each class. Table 2
shows the comparative results. We can see that our
algorithm has comparable performance with LDA that
utilized double number of labeled samples in the training
process.

We also compared our semi-supervised spectral face
recognition with LDA on the CMU PIE face database, which
contains 68 human subjects with 41,368 face images all
together. We chose the five near frontal poses (C05, C07,

http://www.cl.cam.ac.uk/research/dtg/attarchive/facedatabase.html
http://www.ri.cmu.edu/projects/project_418.html
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Table 2
Performance comparison on ORL database (accuracy rate on testing

set %).

LDA (%) Our algorithm (%)

G1 94.2 93.1

G2 89.1 90.1

G3 96.8 92.5

G4 90.3 91.5

Table 3
Performance comparison on CMU-PIE database (accuracy rate on

training and testing set %).

LDA (%) Ours (50%) Ours (60%) Ours (75%) Ours (80%)

G1 94.2 86.1 89.1 92.1 93.1

G2 91.9 88.1 87.8 90.0 90.5

G3 95.1 90.1 91.7 93.0 94.1

G4 89.9 80.1 84.9 90.3 92.1

Table 4
Experimental results on XM2VTSDB database.

Training set (%) Testing set (%)

Speaker 98.53 82.03

Face 97.65 89

Bi-modal 99.64 95.25

W. Feng et al. / Journal of Visual Languages and Computing 20 (2009) 188–195194
C09, C27, and C29) and used all the images under different
illuminations and expressions in our experiment. That is,
we have 170 images for each individual. We randomly
chose 120 image as training samples for each class. We
tested the performance of our spectral training using
different number of labeled samples. From the results
shown in Table 3, we can see that the accuracy rate is
apparently improved when the number of labeled sam-
ples increases, and is comparable to LDA when more than
75% labeled samples were used in the training process.

6.2. Speaker identification and bi-modal fusion results

We then tested our speaker identification and audio-
visual bi-modal recognition on XM2VTSDB database.4 On
the XM2VTSDB database, we used the first three sessions
for training and the last session for testing.

For speech front-end processing, we first pre-empha-
size the speech signal with an FIR filter (HðzÞ ¼ 1� az�1

with a ¼ 0:97) to enhance the high frequency of the
spectrum. The speech signal is short-term processed in
frames of 25 ms with a 15 ms overlap, and a Hamming
window is adopted to taper the original signal on the sides
and thus reduce the side effects. After pre-processing, we
extract Mel frequency cepstral coefficients (MFCCs) [36]
as the audio feature, which is a popular perceptual feature
based on filter-bank analysis on the Mel auditory scale.
Each audio feature vector consists of 12 MFCCs, the energy
term, and the corresponding velocity and acceleration
derivatives. The dimensionality of the audio feature vector
is 39 for each frame. Finally, we perform cepstral mean
normalization (CMN) [13] on the audio features, which
involves subtracting the cepstral mean, calculated across
the utterance, from each frame. The CMN is used to
minimize the effects of possible microphone difference
and noise difference between different recording sessions.

In experiments, all word HMMs are trained based on
the maximum likelihood criterion using the Baum–Welch
4 http://www.ee.surrey.ac.uk/CVSSP/xm2vtsdb/
(EM) algorithm. After empirical experiments, three-state,
three-mixture, left-to-right HMMs are trained for the
10 digits used in the database. A three-state silence HMM
and a one-state short pause HMM are also trained for each
speaker as well as the background set to model the silence
part of the audio signal. The silence HMM is used to
describe the relatively longer pauses in the beginning and
ending of each utterance, and the short pause HMM is to
represent the interval stop between two consecutive
words. The short pause HMM is finally tied to the second
state of the silence HMM (i.e., the so-called tee-model) for
robustness. For speaker identification, Viterbi algorithm
[29] is used to calculate the likelihoods, and the similarity
score is computed using (10). Note that the likelihoods
of silence and short pause are not considered in (10) since
they have nothing to do with the speaker identity.
The audio feature extraction, HMM training and the
identification test are all performed using the HTK 3.2
toolkit [36].

In the audio-visual bi-modal fusion experiment,
we adopted the decision fusion framework described
in Section 3. The reliability variables, lf and ls, were
calculated on the training set and fixed for the testing
set according to (6) and (7). Experimental results on
XM2VTSDB database are summarized in Table 4. We can
clearly see that when speech is combined with face, the
recognition accuracy rate becomes 99.64% on the training
set, and 95.25% on the testing set, which apparently
outperform speech-only and face-only person identifica-
tion results. Therefore, we believe that audio-visual
human recognition is more reliable than single modality
identification since different modalities can provide
complimentary information for person identification.
7. Conclusion and future work

In this paper, we have presented an audio-visual
human identity recognition system that is reliable under
variant conditions. Our system combines face recognition
and fixed-phrase speaker recognition within a unified
framework. We propose a novel semi-supervised spectral
learning algorithm for face recognition. Unlike most
spectral methods, our algorithm integrates generative
models into the discriminative model, and thus takes
account of not only discriminative relations between data,
but also explicitly models the generative manifold for
each class. Another advantage of our spectral face learning
is that it is easy to model outlier classes, which makes our
system more practical in real-world applications. We also
apply word HMMs in our system to conduct fixed-phrase
speaker identification. Experiments demonstrate that our

http://www.ee.surrey.ac.uk/CVSSP/xm2vtsdb/
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simple fixed-phrase speaker identification may apparently
complement face recognition under variant environments.

In the future, we are interested to further investigate
the application of graph-theoretic methods [24,37] and
type-2 fuzzy system in face recognition and the classifica-
tion fusion module [38,39].
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